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Tip + Paper

Tip: Two today: (1) Graduate school is the best time of your
academic life (with the possible exception of a postdoc), (2) It is
worth having both steady, results producing projects and at least
one bigger gamble. Gambling gets harder and harder as you move
up the academic ladder - why many big discoveries come early in
people’s careers.

Paper of the Day: “Nocturnality in Dinosaurs Inferred from
Scleral Ring and Orbit Morphology”
http:
//www.sciencemag.org/content/332/6030/705.abstract
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Today’s Outline

I A new era?

I Multiple testing

I Empirical Bayes

I Bias-variance tradeoffs

For the last one, many slides borrowed/modified from Jonathan
Taylor, Art Owen.
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My academic heritage
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A Little Wisdom From Great-Grandpa Efron

I The age of Quetelet and his successors, in which huge census-level data
sets were brought to bear on simple but important questions: Are there
more male than female births? Is the rate of insanity rising?

I The classical period of Pearson, Fisher, Neyman, Hotelling, and their
successors, intellectual giants who developed a theory of optimal inference
capable of wringing every drop of information out of a scientific
experiment. The questions dealt with still tended to be simple Is
treatment A better than treatment B? but the new methods were suited
to the kinds of small data sets individual scientists might collect.

I The era of scientic mass production, in which new technologies typified
by the microarray allow a single team of scientists to produce data sets of
a size Quetelet would envy. But now the flood of data is accompanied by
a deluge of questions, perhaps thousands of estimates or hypothesis tests
that the statistician is charged with answering together; not at all what
the classical masters had in mind.

-Large-Scale Inference: Empirical Bayes Methods for Estimation, Testing, and Prediction
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The New Paradigm in Biology
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Other Examples

Here is a mind blowing paper:
“The Anatomy of a Large-Scale Hypertextual Web Search Engine”
http://ilpubs.stanford.edu:8090/361/1/1998-8.pdf

Later they did this:
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A Simple Motivating Problem

Suppose you have observed an outcome Y and covariates
X = [X1, . . . ,Xm].

Y = (y1, . . . , yn)T

Xi = (xi1, . . . , xi2)

The goal is to find out which of the Xi are associated with Y . If
m = 1, 2, 3 and n = 10, 20, 30 you know what to do.

What if m = 1× 104 and n = 8 (like in the Endotoxin study)?

This is often called the “large p, small n” problem.

We will talk about a few approaches to this problem:

I Multiple testing

I Empirical Bayes

I Regularization/Shrinkage
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High-Dimensional Testing

One approach to our simple motivating problem is to fit the m
regressions:

Y = β0i + β1iXi + εi

and calculate a P-value for each {p1, . . . , pm}.

When we tested a single hypothesis, we fixed an α-level or
calculated a P-value. However, these error measures don’t make
sense when testing a large number of hypotheses.

Example: We test 10,000 hypotheses, and fix the α level at 0.05,
we expect:

10, 000× 0.05 = 500 false positives

Calling all p-values ≤ 0.05 significant will also lead to 500 false
positives.
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XKCD’s take
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XKCD’s take
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XKCD’s take
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The Family Wise Error Rate & Bonferroni Correction

Instead of definining a per-test error rate, we can define an error
rate over all of the tests, e.g.:

Family wise error rate = P({# of false positives ≥ 1})

The most common (and first) method for controlling the FWER is
the Bonferroni correction, if the rejection region for a single test is:

Sα = {p : p ≤ α}

then if m tests are performed the rejection region is:

Sbon
α = {pi : pi ≤ α/m}
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The Bonferroni Correction Controls the FWER

Suppose there are m tests and the data for the first m0 tests
follows the null distribution then:

P({# of false positives ≥ 1}) = P

(
m0∑
i=1

I (pi ≤ α/m) > 0

)

= P

(
m0⋃
i=1

{pi ≤ α/m}

)

≤
m0∑
i=1

P(pi ≤ α/m)

≤ m0

m
α ≤ α

Note that the smaller the proportion of true nulls m0/m, the more
conservative the cutoff is.
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Bonferroni Adjusted P-values

pbon
i = inf{α : p ∈ Sbon

α }
= inf{α : pi ≤ α/m}
= min{mpi , 1}

The adjusted p-value is no longer uniform under the null, but the
adjusted p-value is attractive, because of the interpretation that
pbon
i ≤ α implies that FWER ≤ α.
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Independent test statistics†

For independent test statistics we can be smarter:

Pr(any null pi < α/m) = 1− Pr(all null pi ≥ α/m)

= 1−

(
m0∏
i=1

Pr(pi ≥ α/m)

)
= 1− (1− α/m)m0

≈ 1− (1− α/m)m

The last approximation is true when m ≈ m0. We could use this to
get a smarter threshold if we believe the tests are independent
(they never are). But its not worth it because
1− (1− α/m)m ≈ 1− e−α ≈ 1− (1− α) = α.
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Bonferroni and dependence†

In the extreme case; all tests have almost the same pj ; if one is
small, they’re all small. so:

Pr(any null pi < α/m) ≈ m0/mPr(p1 < α/m)

= (m0/m)(α/m)

≈ α/m

which is valid, but using pi < α would have been better. For
positively dependent test statistics increasing correlation ⇒ more
conservative results on average. But we can get “catastrophic
errors”

Suppose pi are all identical for the null cases and by chance
pi < α/m. How many errors?
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A common application of Bonferroni
“A genome-wide association study identifies three loci associated
with susceptibility to uterine fibroids”

For each of ∼ 1× 107 SNPs with data Xi fit the model:

logit(Pr(Yj = 1|Xij)) = β0i + β1iXij

http:
//www.nature.com/ng/journal/v43/n5/full/ng.805.html 18 / 44
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Why use Bonferroni?

I Only a small number of the covariates should show significant
association

I We really don’t want false positives
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A little known fact †

Bonferroni correction at level k/m gives EFP ≤ k
regardless of any dependence between tests.

I Some people argue this is how we should interpret Bonferroni
(see e.g. Gordon 2007)

I This way of interpreting high-throughput data is
recommended; k = 1 is easy to think about (and explain)

I Sometimes called genomewise error rate-k, GWERk (see e.g.
Chen and Storey 2006)
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A 2 × 2 table of outcomes

Back to our simple problem:

Y = β0i + β1iXi + εi

and calculate a P-value for each {p1, . . . , pm}.

Consider the following (hypothetical) table, for null hypotheses
H0i , 1 ≤ i ≤ m.

Decide Decide
“true” “false”

H0i true U V m0

H0i false T S m −m0

m − R R m

“Classic” Bonferroni limits Pr(V ≥ 1|m); any V ≥ 1 is “equally
bad”.
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False Discovery Rate

A less conservative measure of (hypothetical) embarrassment

V

R ∨ 1
=

#false positives
#declared positives

I This is the realized False Discovery Rate

I “Badness” of each Type I error depends on R

I R ∨ 1 stops 0/0, sets embarrassment = 0 when R = 0

I For a given decision rule, define its FDR = E
[

V
R∨1

]
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The False Discovery Rate & BH Correction †

Benjamini and Hochberg (1995) defined a set of rules which
control the FDR, for independent tests

1. Calculate and order the P-values p(1), . . . , p(m)

2. Find the max i : p(i) ≤ αi/m

3. Decide “false” for all tests with pi below this threshold, and
“true” otherwise.

This set of decisions will have FDR = E
[

V
R∨1

]
≤ (m0/m)α, for an

m0,m.
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The False Discovery Rate & BH Correction †

I Note that the FDR is an expectation, we never know the truth

I We could estimate m0 to get a better FDR controlling
procedure

I Storey’s algorithm starts by estimating π0 = m0
m then:

1. Calculate and order the P-values p(1), . . . , p(m)

2. Find the max i : p(i) ≤ αi
π̂0m
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Estimating π̂0
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For a fixed cutoff, t, we can also estimate the FDR
Decide Decide
“true” “false”

H0i true U(t) V (t) m0

H0i false T (t) S(t) m −m0

m − R(t) R(t) m

FDR(t) = E
[

V (t)

R(t) ∨ 1

]
≈ E[V (t)]

E[R(t)]

We can estimate E[R(t)] with the plug-in estimator R(t). To
estimate the numerator:

E[V (t)] =

m0∑
i=1

Pr(pi ≤ t) = m0t

We can calculate the plug-in estimator:mπ̂0t. Giving us the FDR
estimate:

ˆFDR(t) =
mπ̂0t

#{pi ≤ t}
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The Q-value, the multiple testing analog of the P-value

The Q-value is the FDR analog of the p-value. Remember the
P-value was the smallest α level at which we could call a test
significant.

pi = inf{α : Xi ∈ Sα}

A Q-value is the smallest FDR at which we can call a test
significant

qi = inf{FDR(S) : Xi ∈ S} = min
t≥pi

FDR(t)

An estimate is:
q̂(pi ) = min

t≥pi

ˆFDR(t)

Or when we estimate π̂0 = 1: q̂(p(i)) = p(i)m/i . An important
property of the Q-value is that if we call all tests significant with
qi ≤ α, then the FDR is controlled at level α.
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The FDR is Used A Lot
Examples abound! Brains, genomes, and networks, oh my!
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What happens when the tests are dependent (like they
always are)?

It can be shown that for quite general conditions the FDR is still
controlled. In other words E[ ˆFDR] ≤ FDR. But the estimate can
become wildly variable (see Owen 2005 JRSSB “Variance of the
number of false discoveries”).

There are two main approaches to addressing dependence for
multiple testing: P-value/threshold modification or surrogate
variable analysis.
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P-value corrections

See e.g. Devlin and Roeder Biometrics (1999), Efron JASA
(2004), Schwartzman AOAS (2008), Benjamini and Yekutieli
Annals of Stat (2001), Romano, Shaikh, and Wolf Test (2001)....
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P-value corrections

See Leek and Storey PLoS Genetics (2007), Leek and Storey
PNAS (2008)
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FDR: notes

I FDR was ground-breaking stuff

I Commonly misinterpreted as the “true” FDR, rather than an
“estimate” of the FDR

I Also upsets those for whom “Classic” Bonferroni is the One
True Path. See Horen (2007, JAMA) and a pissy reply by
Smith et al.
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Empirical Bayes and the “Two Groups” Model

Back to our simple problem:

Y = β0i + β1iXi + εi

Consider the case where our estimate for each H0i is summarized
by a statistic Zi where under H0i , Zi ∼ N(0, 1).

As an example consider a one sample t-test statistic T based on 20
observations, where the data are normally distributed.

Then we could calculate Zj = Φ−1(Ft19(T ))
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Empirical Bayes and the “Two Groups” Model †

The FDR calculates a “tail measure”, where we look at all
statistics as-or-more extreme than the one we observed. What if
we want to say something about the exact statistic we observed?
How interesting is it?

Eventually we will say that a set of {H0i} are true/false

We could try to assess directly if Zi ∼ N(0, 1).

“N(0, 1) or not” demands we define an alternative for Zi

Zi ∼
{

F0 with probability p0

F1 with probability 1− p0
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The local false discovery rate (a simple posterior
probability) †

Under the two groups model the Zi have density

f (z) = p0f0(z) + (1− p0)f1(z)

We can define

fdr(z) =
p0f0(z)

p0f0(z) + (1− p0)f1(z)

- which is called the local false discovery rate by Efron in papers in
(2004,2007).
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The local false discovery rate - a frequentist interpretation†

I Replicate in similar populations (or run the universe again)

I Take all Zj near z , declare them to be from F1, i.e. not “null”

I fdr(z) defines the long-run proportion of times we make a
false discovery

“Local” means we only “look” at Z near z

37 / 44



The local false discovery rate - example†

A 50:50 mix of N(0, 1) and N(0, 42), in a picture:

We get

fdr =
1

1 + e
z2

2
(1−4−2)/4

so e.g. Z = 1.72 gives fdr(Z ) = 0.5
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fdr: Efron’s approach†

We have many Zj , say from our 10,000 regressions. We don’t
know p0,F0,F1,F so:

1. Approximate f (z) by kernel density estimation
(non-parameteric)

2. Fit the “biggest” p0×F0 = p0×N(µ, σ2) you can “under” f̂ ()

3. Subtract f̂ (z)− p̂0 × f0(z |µ̂, σ̂2), defines (1− p̂0f̂1(z))

4. “Plug-in” f̂0, f̂1, p̂0 to estimate fdr(Zj)

Report ˆfdr(Zj), or decide “false” where ˆfdr(Zj) < α

39 / 44



fdr: Efron’s approach†

I Several “tuning” parameters to choose; smoothing, finding
the “biggest” Normal under f̂ (·)

I Probably works okay for some problems, where all Zj are
independent and “null” Zj really are from a Normal

I These are fairly heroic assumptions! Don’t use this on your
applied exam!

I Too much flexibility in f1 means fdr(z) is not unimodal ...
could be embarrassing.

I There are alternatives, e.g. by calculating bootstrap null
statistics to estimate f0 (see Storey et al. PLoS Biology 2005).
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Regularized Regression
Back to our simple problem where we have data:

Y = (y1, . . . , yn)T

Xi = (xi1, . . . , xi2)

We may want to fit the model:

Y = β0 +
m∑

i=1

β1iXi + ε

We could just solve the estimating equation that minimizes the least
squares criterion:

β̂ls : argminβ

n∑
j=1

(
Yj − β0 −

m∑
i=1

β1iXij

)2

This has some nice properties (e.g. Gauss-Markov, under Normality ML).
But when m > n, we have some singularity problems.
Another criteria we could use is whether the estimates:

f̂ (X ) = β̂0 +
m∑

i=1

β̂1iXi

would fit some new observation well.
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Mean-squared error

To answer this question we could consider the mean squared error
of our estimate β̂

MSE (β̂) = E[||β̂ − β||2] = E[(β̂ − β)T (β̂ − β)]

Instead we could look at the MSE for a new observation:

MSEpop(β̂) = E

(
(Y new − β̂0 −

m∑
i=1

β̂1iX
new
i )2

)

= Var(Y new − β̂0 −
m∑

i=1

β̂1iX
new
i ) + Bias(β̂0 −

m∑
i=1

β̂1i )
2

= σ2
ε + Bias(β̂0 −

m∑
i=1

β̂1i )
2 + Var(β̂0 −

m∑
i=1

β̂1iX
new
i )
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Bias-variance tradeoff

MSEpop(β̂) = σ2
ε + Bias(β̂0 −

m∑
i=1

β̂1i )
2 + Var(β̂0 −

m∑
i=1

β̂1iX
new
i )

Such a decomposition is known as a bias-variance tradeoff.

I As the model becomes more complex (more terms included),
local structure/curvature can be picked up.

I But coefficient estimates suffer from high variance as more
terms are included in the model

So introducing a little bias in our estimate for β might lead to
substantial decrease in variance, and hence to a substantial
decrease in MSE.
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Bias-variance tradeoff
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