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Tip + Paper

Tip “Reproducible research” is a hot topic in statistics right now,
in part because a couple of “high-profile” papers that were
somewhat disastrously non-reproducible (see e.g. Baggerly and
Coombes (2009) “Deriving chemosensitivity from cell lines:
Forensic bioinformatics and reproducible research in
high-throughput biology”
http://projecteuclid.org/DPubS?service=UI&version=1.
0&verb=Display&handle=euclid.aoas/1267453942).
When you write code for statistical analysis try to make sure that:
(1) it is neat and well-commented - liberal and specific comments
are your friend, and (2) that it can be run by someone other than
you, to produce the same results that you report. Paper of the

Day: “Quantitative analysis of culture using millions of digitized
books” Science 331: 176-182
http://www.sciencemag.org/content/331/6014/176
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Quasi-likelihood: London!†

I Like most major cities, London has a smog problem

I It is better than it was, but does it still kill people?
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Quasi-likelihood: London!†

We use an air pollution example to illustrate QL methods. For
xi = {1,PM10

i }, assume the mean/variance model:

E[Yi |xi ] = exp(xT
i β), Var[Yi |xi ] = α exp(xT

i β)

It turns out that the use of glm() with the Poisson family solves
the EEs for β̂ [Exercise: show this]

Hence:
> mod1 <- glm(Deaths ∼ PM10, family = poisson, data = dat)

> coef(mod1)

(Intercept) PM10

4.705062301 0.001458115

Next we ad hoc the estimate of α:
> y <- dat$Deaths

> muhat <- rep(NA,length(y))

> muhat[!is.na(PM10)] <- fitted.values(mod1)

> alphahat <- sum((y-muhat)^2/muhat)/(sum(!is.na(muhat)) - 2)

> alphahat

[1] 2.772861
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Quasi-likelihood: London!†

Finally, plug in β̂, α̂ for the estimated covariance of β̂ and get
intervals in the usual way;

> Xmat <- model.matrix(mod1) # usual design matrix

> Dhat <- Xmat * muhat[!is.na(PM10)] # derivatives

> Vinvhat <- diag(1/muhat[!is.na(PM10)])

> covhat <- alphahat * solve( t(Dhat) %*% Vinvhat %*% Dhat )

> covhat

(Intercept) PM10

(Intercept) 3.601499e-04 -9.471484e-06

PM10 -9.471484e-06 3.109680e-07

I To 2 sf, default sandwich gives (0.00042, 0.0025) [Exercise]

I One key assumption is almost certainly violated; what is it
and why is it wrong?
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Quasi-likelihood: London!†

As you might guess, off-the-shelf code exists:

> mod2 <- glm(Deaths∼PM10, family=quasipoisson, data=dat)

> summary(mod2)

Coefficients:

Estimate Std. Error

(Intercept) 4.7050623 0.0189776

PM10 0.0014581 0.0005576

(Dispersion parameter for quasipoisson family taken to be 2.772861)

I family = quasi() allows several mean, variance models -
see the documentation

I Another way to think of α is the (over)-dispersion of the Yi

relative to the likelihood-based analog, i.e. a “pure” Poisson
model, in this case

I Confidence intervals are
√
α̂ times wider than the likelihood

based analogs. In this case
√

2.77 = 1.67 times wider.

I vcov(mod2) gives the full estimate of Var[β̂]
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Quasi-likelihood: notes†

I Although it’s tempting to say QL assumes only the “mean
and variance”, it’s more accurate to say it assumes the mean
and the mean-variance relationship. This is more restrictive.

I Of course, these are stronger assumptions than default
EE/sandwich. But if your QL assumptions are right, you may
gain efficiency compared to this default.

I ... expect problems when the assumptions are wrong.

I For binary data, if you assume EF [Yi ] = pi and Yi are
independent, what variance of Y must you assume?

I In my experience, getting co-authors to elucidate
mean-variance relationships is really hard. Broad-brush
statements about variability changing with X may be all you
can manage.
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Likelihood

http://www.youtube.com/watch?v=wLaRXYai19A
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Likelihood†

Often we “realize”/“see”/“are beamed down knowledge from a
UFO” that (for independent data) Yi has the following density:

f (yi |xi ) = h(xi , φ) exp

(
yiθi − b(θi , x)

φ

)
where for some known function g() we also know that:

g−1

(
∂b(θ, xi )

∂θ

)
= θT xi

The second assumption is familiar as:

E[Yi |xi ] = g(θT xi )

In other words, the “systematic component” (i.e. the structure of
E[Y |x ] is linear in x and β on the given scale. This is distinguished
from the “random” component, which states distribution
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Likelihood†

Under these assumptions, the MLE is found by solving

DTV−1(Y − µ)/φ = 0p

where V indicates (modeled) variance of Yi |xi , D is the usual
matrix of derivatives, and µ denotes the vector of E[Yi |xi ] - note
that φ doesn’t affect the root-finding.

Q. Where did we see these EE’s before?

For canonical parameters, things get even prettier:

XT (Y − µ) = 0p

I Canonical or not, the contributions are weighted by their
variances, so we get efficiency

I Use of MLEs from GLMs =⇒ estimating sane parameters
under a sane weighting scheme.
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Likelihood†

Use of likelihood is not restricted to GLMs

I You might believe E[Yi |xi ] is not linear on any scale, e.g.
β0 + β1β

xi
2

I You might believe Y |X = x follows a distribution not in the
exponential family, the Weibull is a favorite example, or
zero-inflated distributions

I Subject to regularity conditions, likelihood still “works”; MLEs
are consistent and efficient estimates, and are asymptotically
normal.

However, when using non-GLM likelihoods, beware particularly of
local maxima, or boundary-valued maxima, or failure to converge
to any maximum. Also be aware you my have to code it “by hand”.
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Likelihood†

We can apply our earlier asymptotic results to likelihood-based
estimators. We usually denote the EEs defining the MLEs as S(θ),
the the score function; we find that the MLE is asymptotically
Normal with variance A−1

n BnA−1
n , where

An = EF

[
∂S(θ)

∂θ

]
Bn = EF

[
S(θ)S(θ)T

]
For these (assumption-specific) EEs, it turns out [show it for
fun/practice] that:

Bn = −An

so for the MLE, asymptotically,

CovF [θ̂] = −A−1
n = B−1

n
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Likelihood†

The (equivalent) expressions EF [∂S(θ)

∂θ
] and EF [S(θ)S(θ)T ] are

commonly known as the Fisher Information Matrix for θ,
denoted by In(θ).

I “Expected Fisher Information Matrix” is a more helpful name

I “Information” increases linearly with n (for i.i.d. Yi ,
approximately linearly for independent Yi )

I Expect to see terms in In(θ)−1 for variances of MLEs

Two sane, consistent “plug-in” estimates are:[
E
(

∂2

∂θ∂θT `(θ)
)]

θ=
ˆθ

Estimated (expected) Fisher information[
∂2

∂θ∂θT `(θ)
]
θ=

ˆθ
Observed Fisher Information
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Likelihood: inference†

In the “standard” use of likelihood, we can get approximate
confidence intervals from e.g.

β̂j ± 1.96×
√

(̂I−1
n )jj

or more generally{
β : βT V̂ar[β̂]−1β < χ2

p(α− 1)
}

Asymptotically, these are justified for either choice of Î. Observed
information is easier to calculate, and considered preferable by
some. But the observed information can be unstable in small
samples; in large samples any difference is unlikely to matter.

Very happily The observed information is a simple “by-product”
of maximizing ` via Newton-Raphson; see nlm( ,
hessian=TRUE) in R.
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Likelihood: dugongs!†

Another aquatic example

I Dugongs

I cf Manatees

I a.k.a. “Sea Cow”

Dugongs are endangered; how they mature is of interest
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Likelihood: dugongs!†

Here’s the data (n = 27)

A simple model for these data:
Yi ∼ N(α− βγxi , σ2)

I This is not a classical linear model, or a GLM (we’ll do a lot more
on those later). lm() and glm() cannot be used to find its MLE

I 0 ≤ γ ≤ 1 ... because Y is not “explosive”

I σ > 0 in the usual way, α, β ∈ R. Recall maximizing over R is
easier than restricted parameter spaces.

I We will use an “off-the-shelf” optimizer, and R’s built-in Normal
likelihood function. (I also expect you to be able to code
optimization “by hand”, e.g. with Newton-Raphson) 16 / 36



Likelihood: dugongs!†

Obtaining the MLE, for our assumed model:

y <- dat$length

x <- dat$age

loglik <- function(theta){ # theta is unconstrained and real-valued

alpha <- theta[1]

beta <- theta[2]

gamma <- exp(theta[3])/(1+exp(theta[3])) # <= 0 gamma <=1

sigma <- exp(theta[4]) # sigma > 0

lik <- dnorm(y,alpha-beta*gamma^x, sigma)

-sum(log(lik))}

nlm1 <- nlm(f = loglik, p= c(2,1,0.5,0.1),hessian=T)

}

I nlm() does minimization - hence use of - sum()

I You have to supply (sane) starting values

I You have to check convergence - see documentation
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Likelihood: dugongs!†

Getting inference; - note this is just θ̂± 1.96× Est. std. error again

>std.errs <- sqrt(diag(solve(nlm1$hessian)))

>ci.tab <- nlm1$estimate + qnorm(0.975)* std.errs %o% c(0,-1,1)

>ci.tab[3,] <- exp(ci.tab[3,])/(1+exp(ci.tab[3,])) # gamma, not logit-gamma

>ci.tab[4,] <- exp(ci.tab[4,]) # sigma, not log-sigma

>round(ci.tab, 2)

[,2] [,3] [1,] 2.66 2.54 2.78 [2,] 0.96 0.83 1.09 [3,] 0.87 0.81 0.91 [4,] 0.09 0.07 0.12

I Report that e.g. the estimated length-ratio, per-year is 0.87
(0.81, 0.91)

I n = 27 is small. Do the asymptotics apply?

I Mathematically, what happens when γ = 0, γ = 1?
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Likelihood: crabs!†

MLEs & likelihood-based inference for (G)LMs are R’s default:

> glm1 <- glm(y ∼ x, family = poisson)

> coef(summary(glm1))

Estimate Std. Error

(Intercept) -3.3047572 0.54224155

width 0.1640451 0.01996535

> cbind(coef(glm1), confint.default(glm1))

2.5 % 97.5 %

(Intercept) -3.3047572 -4.3675312 -2.2419833

width 0.1640451 0.1249137 0.2031764

I β̂ is the MLE from a Poisson model, that’s mean is log-linear
in x = carapace width... you know other justifications

I summary() gives likelihood-based Est.std.error

I By default, glm disregards rows of data with (relevant) NAs

I Compare these intervals to the earlier sandwich-based ones.
What do you notice?
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Likelihood: not the only tool in the box!†

Likelihood is a very useful way to think; it provides good answers
in many circumstances. But thinking of likelihood as the One
Truth Path is limiting, and unhelpful.

I Beware of getting things backwards; we do t-tests because
they are a sane way to compare means1, not because we
believe in pretty Normal assumptions and admire UMPU-ness

I Most statisticians admit that their models are in no sense
“true” [...but...] do not act as if this were so2.

I Regression modeling cannot answer some useful questions

1Talk to John McGready about this - he has a great way of explaining the
t-test

2Jim Lindsey, in JRSSD 1999. Modern methods papers assess the impact of
incorrect model assumptions, and/or model selection. Both often result in
spurious precision, with levels of inaccuracy big enough to matter in practice.
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Likelihood: not the only tool in the box!†

Even mathematically, likelihood is not a perfect system. The
“central dogma” of likelihood is the following:

I Intuition/guesswork/a blinding light tells us the correct
parametric form of F (Y |θ)

I Maximizing L(θ) (which is F (Y |θ) written as a function of θ)
provides “best fit” and a good estimator, in particular the
MLE works well asymptotically.

This doesn’t always work. Neyman and Scott’s famous
counter-example assumes the following model:

Yij ∼ N(µi , σ
2)

- where 1 ≤ i ≤ n and j ∈ {1, 2}. The µi are unknown, and we
want to estimate σ2.
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Likelihood: not the only tool in the box!†

Maximizing the likelihood is not hard:

µ̂i = (Yi1 + Yi2)/2

σ̂2 =
1

2n

∑
i ,j

(Yij − µ̂i )
2

Note motivating these simply as estimating equations would also
be straightforward, the Normality assumption is not needed

I The σ̂2 estimate is inconsistent

I It’s consistent for σ2/2 - way too small

It’s easy to show that this does happen - but why does it
happen?... it’s not magic, after all

22 / 36



Likelihood: not the only tool in the box!†
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Likelihood: not the only tool in the box!†
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Likelihood: not the only tool in the box!†
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Likelihood: not the only tool in the box!†
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Likelihood: not the only tool in the box!†

I Statistics can be an art, but it’s not magic

I Estimating each µi means we underestimate σ2 -pairs of
points are on average closer to each other than to their true
mean. This is not a likelihood-specific phenomenon

I The influence of the first n equations on the n + 1th never
diminishes, even asymptotically

I The problem would be less bad if we had more data in each
stratum

I You can have p growing with n and MLEs turning out fine

I But this is not guaranteed- so being an MLE is not sufficient
for being a good estimator

More generally, when estimating p parameters and p grows with n,
we need to think fairly hard about consistency.
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Likelihood: not the only tool in the box!†

Neyman and Scott devised this as a counter-example to Fisher’s
ideas. They published it in 1946, after carefully sitting on it until a
reasonable application (in astronomy) came along.

There are well-known situations where θ̂ being on the boundary of
Θ̂ means the MLE misbehaves: Y ∼ U(0, θ) is the classic example.
Radford Neal (Toronto) recently devised another Fisher-irritant;

consider this informally-described mixture model:

Y |θ ∼ 1

2
N(0, 1) +

1

2
N
(
θ, (e−1/θ2

)2
)

Imagine we have an i.i.d. sample size n, and want to estimate θ.
We’d compute the MLE, and then move quickly on to thinking
about the standard error ... right?
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Likelihood: not the only tool in the box!†

The likelihood for different values of θ, note the scales
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Likelihood: not the only tool in the box!†

With θ = 0.6, likelihood and MLE for increasing n
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Likelihood: not the only tool in the box!†

The MLE gets it wrong, even though:

I A well-informed blinding light really did tell you the true model

I Everything in sight is smooth, and has finite moments

I The MLE is not on the boundary of Θ

I The MLE is well-defined

I You have lots of data (inconsistency is an asymptotic
property; the MLE is also badly biased)

I ... the MLE makes the data most likely (of course)

Also note there are no other covariates or nuisance parameters to
deal with

Q. What regularity condition is being violated?
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Likelihood: summary of overall ideas†

I Given modeling assumptions we believe, and subject to
regularity conditions and having large samples, likelihood
offers an (essentially) automatic route to well-calibrated and
efficient inference.

I It’s not perfection; small samples, wrong assumptions and
non-regular conditions can cause serious problems

I Some textbooks suggest that, if we look hard enough, the
true F (a canonical-link GLM) will always reveal itself. This is
bonkers, as well as being wrong

I Methods and properties seen in simple models often have
less-parametric interpretations - likelihood is often a good
starting point
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GLMs: The three parts

Generalized linear models are a very common data analysis tool.
As we have seen, they often estimate sensible parameters, even
when the parametric assumptions don’t hold 3 The three
components of a GLM are

I The random component: outcome Yi , covariates
x = (xi1, . . . , xip)

I Systematic component ηi =
∑p

j=1 xijβj , i = 1, . . . , n or
equivalently η = xβ

I The link function ηi = E(yi ) linked to the linear predictor by
ηi = g(µi )

3GLMs can also give you a place to start when trying to define the scale of
differences for non-parametric regression. But you don’t have to be limited to
these choices!
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GLMs: The random component

We observe data for an outcome yi and covariates
x = (xi1, . . . , xip). A very commonly used set of parametric
assumptions are that the yi belong to the exponential family

f (yi |θ, φ) = exp

{
yiθi − b(θi )

a(φ)
+ c(yi , φ)

}

I The yi are independent

I Usually a(φ) = φ or φ/wi (for known weight wi ). φ is called
the dispersion parameter

I θi is the natural parameter
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GLMs: The random component - examples

Example 1: yi ∼ Poisson(µi )

f (yi |µi ) =
e−µiµyi

i

yi

= eyi logµi−µi−log(yi)

= eyiθi−eθi−log(yi !)

where θi = log(µi ), b(θi ) = eθi , c(yi ) = log(yi)
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GLMs: The random component - examples

Example 2: niyi ∼ Binomial(ni , πi ), (yi = proportion of
successes)

f (yi |ni , πi ) =

(
ni

niyi

)
πniyi

i (1− πi )
ni−niyi

= exp

{
niyi log

(
πi

1− πi

)
+ log(1− πi )

n
i + log

(
ni

niyi

)}
= exp

{
yi

logit(πi )

1/ni
+

log(1− πi )

1/ni
+ log

(
ni

niyi

)}
where θi = logit(πi ), πi = eθi

1+eθi
, b(θi ) = log(1/(1 + eθi )), and

a(φ) = 1
ni
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